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Abstract 
 

Rapid-prototyping of commercial devices and the 
demanding requirements for flexible hardware in 
mobile applications have driven the raise of 
reconfigurable hardware. The adaptation of CAD 
design tool is essential for the development of these 
arrays. While the performance of conventional FPGAs 
is limited by their predefined architecture, domain-
specific reconfigurable arrays target a set of similar 
applications and their architectures can be tailored to 
maximize performance within the domain. This paper 
describes the placement problem for such arrays. It 
reviews the difficulties encountered implementing 
genetic algorithm based placement in a previous 
attempt and presents a hybrid approach by combining 
genetic algorithm and simulated annealing. The 
placement algorithm took account of wirelength, pin 
locations of each block and aims to minimise the total 
routing resource of the target circuits. It was 
successfully tested against two set of domain-specific 
architectures implementing DCT and Algebraic 
Codebook Search. Its performance was also accessed 
against five large benchmark circuits in the literature 
and the results shows significant improvement over the 
previous approach. 
 
1. Introduction 
 

Designing traditional ASIC is a time consuming 
process and the ASIC itself is highly inflexible. With 
the ever changing telecommunication standards and 
harsh design environments, the desire for more flexible 
device has become increasingly popular. From micro-
processors, FPGAs like devices to standard cells, they 
can be programmed or reprogrammed in order to cope 
with new standards and adapt to new environments. 

Commercial development of FPGAs’ design tools [1] 
has enhanced to their design capacity. However their 
flexibility is often outweighed by the loss in 
performance in terms of power, area and speed. One 
way to increase their performance is to sacrifice some 
programmability and flexibility. Conventional FPGAs 
use look-up tables as their basic building blocks, where 
as Coarse-Grain Reconfigurable Arrays are similar to 
FPGAs but they increase performance by using bigger 
logic blocks. Architectures such as [2, 3] use 
homogeneous functional units that can be programmed 
individually to implement any particular circuits, 
where as heterogeneous arrays [4] pick and choose 
different logic blocks from library to design for 
specific domains. Since the logic blocks are designed 
to achieve optimal low-power performance, and the 
external routing is reduced due to the reduction in the 
number of external interconnects, significantly 
improvements over fine-grain FPGAs can be achieved. 

In this paper we look at the placement of Domain-
Specific Coarse-Grain Reconfigurable Arrays. The 
arrays are design to implement a number of similar 
applications in a given domain, its limited scope 
ensures that hardware reused can be maximise and 
hence capitalising on improved performance. The 
automatic generation of such arrays is relatively new 
and the paper aims to investigate a hybrid genetic 
approach for this placement problem. The rest of the 
paper is organised as follows: Section 2 describes the 
background to the research; Section 3 gives the 
motivation for the research and explains the hybrid 
algorithm and its parameters; Section 4 describes the 
array architectures that the system has been tested on; 
Section 5 describes the experiment and discuss the 
results; Section 6 concludes the paper. 
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2. Background 
 

Adaptations of genetic algorithm (GA) in similar 
placements problems for standard cells were found to 
be useful [5,6]. They were able to produce results 
comparable to that of simulated annealing but at an 
expense of computation time. In a previous approach 
in generating placements for domain specific arrays 
[7], the genetic algorithm is useful in finding a 
preferable placement over an expert designer. However 
when placing against large benchmark circuits, the 
algorithm’s performance does not compare favorably 
with state of the art placement tool [8]. Thus it gives 
the motivation to improve and find a better solution for 
placing the arrays. 

In this paper, we propose a hybrid design approach 
for the placement of Domain-Specific Coarse-Grain 
Reconfigurable Arrays. The circuit parameters are first 
inputted into the GA, when no or minimal 
improvement can be made, the circuit will be placed 
using simulated annealing with a low temperature. 

 

3. The Hybrid System 
 

The motivation of this work is to reduce average 
power usage of an operating domain-specific array, 
and not just for a single operating condition of the 
array. Hence the design system should take account of 
all the intended operations and frequency of operations 
of the target arrays. With more than 60% of  
power consumption in FGPAs is due to routing 
resource, in which power dissipates through wires and 
switches. The use of coarse-grain architecture has 
already contributed towards a level of power savings 

by reducing the number of tracks and switches. The 
placement algorithm should further enhance that effect. 
The placement model is assumed to be on a 
heterogeneous ‘island style’ [9] array with s-box 
switches and c-box switches connecting the nets. 
 
3.1. Parameters 
 

There are two criteria needed to be assessed in 
determining the physical usage of routing resource, 
total wirelength and switches used and the frequency 
that they are used. To achieve an accurate estimation, 
the routed circuited and also switching activities of the 
above resources are required. It is however impractical 
and too computational intensive to produce routed 
circuits whenever a placement is required to be 
measured. A fitness function is therefore produced 
which reflects the overall routing resource usage. 

Bounding box: The wirelength of a placed array is 
estimated by the bounding box of every net within the 
circuit. It would be ideal to have an accurate router to 
found the optimal routing for a particular placement for 
comparison with different placements. However the 
computation requirement is too great for the algorithm 
to work effectively, instead a bounding box assessment 
which measures the span of the net is carried out. For a 
net connecting one output and several inputs, the 
bounding box is the maximum and minimum reach of 
all the net’s pins in both horizontal and vertical 
directions as shown in figure 1. The total bounding box 
is the sum of all the bounding box of all the nets, 
which would reflect the usage of required wirelength if 
the circuit is routed. 

 

Switch analysis: To analysis the number of switches 
used, we must know the structure of the basic logic 
block. There are two types of switches in the array, c-
box switches and s-box switches. The first type 

Figure 1. Horizontal net span of 5 and vertical span 
of 3 Manhattan distance gives a bounding 
box of 3 by 5 

Figure 2. one c-box switch connected. 
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connects pins of logic blocks with tracks, or connects 
cascading segments in the same track together. S-box 
switches are used whenever a connection needs to go 
through different tracks and requires a change of 
direction. The pins are located at four sides of the logic 
blocks and switches are assumed to be tri-state buffers. 
To estimate the number of switches used for a 
particular connection, the segments are assumed to be 
long and four possible connection types are derived. 

In the case of figure 2, the connecting pins are 
directly opposite each other, hence they can be 
connected using only one c-box switch. (Type 1) 

In the case of figure 3, the locations of the pins of 
the two connecting blocks are on the same axis of 
wires. For this connection, a minimum of two c-box 
switches are required to connect the pins together, 
provided the wire segments are long enough. (Type 2) 

 
In the case of figure 4, two tracks are required to 

connect the pins. Hence using both c-box and s-box 
switches, the minimum number of switches required 
are three. (Type 3) 

In the case of figure 5, the net requires at least three 
tracks to connect. Hence it uses a minimum of four 
switches, two of each type. This switch counting 
information for every connection is added during the 
placement stage.(Type 4) 
 

Taking account of the four types of connection 
above, a fitness function estimating switching resource 
usage can be derived. For a single net, for every 
output/input pair in the net, the estimation on switching 
resource can be summarized as: 

 
Type 1: 1*Cc 
Type 2: 2* Cc 
Type 3: 2* Cc +1* Cs 
Type 4: 2* Cc +2* Cs 
 

where Cc and Cs denotes the ratio of capacitance of c-
box and s-box switches. In combining the bounding 
box estimation and switching resource estimation, a 
fitness for evaluating array placement can be derived 
as: 
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where n1 and n2 are the number of switches used for 
the two switch box types, inet is the total number of 
nets. 
 
3.2 The System 
 

The outline of the system is described in figure 7. It 
first input several netlists describing the operations of 
the arrays. These operations are of similar applications 
and hence most of the building blocks can be reused. 
Then the programme derives the minimum building 
blocks required to implement all the operations. Other 
parameters included are the architecture and the 
dimension of the target array. Then the hybrid 

Figure 3. two c-box switches connected. 

Figure 4. two c-box switches and one s-box 
switch connected. 

Figure 5. two c-box switches and two s-
box switches connected. 
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algorithm will place the building blocks to optimise for 
the above fitness function. 

The adaptation of the genetic algorithm used is 
showed in figure 8. The individuals that make up a 
population are the placements of logic blocks. These 
are represented in a structure shown in figure 6. Every 
reference number points to its corresponding logic 
block, it also points to the x-axis and y-axis location on 
the array where the block is placed. The connecting 
nets database stores all the pin to pin connections of 
the logic blocks and will be looked up whenever a 
placement needs to be evaluated. 

 
The algorithm first creates a population of random 

placements. Every placement is evaluated using the 
fitness function and the GA begins with a tournament 
selection. Four individual placements are chosen 
randomly, the two with higher fitness values are 
selected for further operations and the other two are 
discarded. The selected two will then be subjected to 
crossover and mutation operations to create two new 
individuals. The rate of which the operations are 

carried out is governed by the mutation probability and 
crossover probability. They are specified by the user. 
Then the process is repeated until a new population is 
generated. The algorithm carries on regenerating new 
population until an exit criteria is reached and switches 
to simulated annealing for the rest of the placement 
process. The exit criteria in this case is the difference 
between the average fitness of the population of the 
current generation and the current-n generation, where 
n is defined by the user. If the average fitness value 
records minimal improvement or no progress at all 
over a set length of time, the programme will move on 
to the next phase. The following describes the genetic 
operators used in this implementation:  

Crossover: Select a random block from placement 
A and move the same block in placement B to A’s 
position in the array. If the position is occupied by 
another block, move the other block to the nearest 
empty position. Repeat the operation with placement 
B. 

 
Net crossover: Similar to crossover but instead of 

selecting a single block from placement A, a net is 
selected at random. The crossover is then repeated for 
all blocks connected to the net instead of just one 
randomly selected logic block. This has the effect of 
preserving positions of the connection of that particular 
net from one placement to the next. 

Generate_initial_population (pop) 
while (exit_criteria() == 0) 

begin; 
for (population size): 

indivl = tour_select(pop); 
Crossover(indivl, prob); 
Mutate(indivl, prob); 
Net_cross_mutate(indivl, prob); 
gen_new_pop_assess_fitness; 

end for; 
end while; 

find_temperature(t); 
while (t>0); 

begin; 
for (n moves); 

indivl=random_move(best); 
delta = assess_fitness_change(indivl); 

accepted = exp(delta/t); 
end for; 

new_temperature();s 
end while; 

Figure 8. pseudo code of the hybrid 
algorithm. 

Reg1 
ref: 1 

x-pos: 4 
y-pos: 5 

 

Comp 
ref: 2 

x-pos: 7 
y-pos: 1 

 

Figure 6. structure of individuals for genetic 
operations. 

Figure 7. overview of the hybrid genetic 
placement system. 

Adder0 
ref: 0 

x-pos: 5 
y-pos: 8 
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Mutation: Two logic blocks of a placement are 
selected randomly and their positions are swapped. 

Net mutation: This is carried out with the aim of 
shortening the wirelength of a net directly. First select 
a net at random and look up the input and output 
blocks connected to it. Choose one of the input blocks 
and move it closer to the output block to reduce the 
connecting length of the two blocks. 

Simulated annealing replicates the behavior of 
heating and control cooling when metal recrystalizes. 
The initial placement, in this case the best placement 
from GA is excited through random movement of logic 
blocks in the placement. The random movement is 
accepted if its fitness improves over the original or 
falls within the exponential probability of the measured 
increased in fitness. A number of random moves are 
executed and the new temperature evaluated. The 
process is repeated until the temperature reaches zero. 
 
4. Test Architecture 
 

The hybrid is tested on two reconfigurable arrays 
targeting DCT [10] and algebraic codebook search 
separately. These are heterogeneous coarse grain arrays 
with function blocks such as adders, multipliers or 
specific logic functions units taken from the designer‘s 
library. The routings of these arrays can be 
reprogrammed to implement a limited variety of 
operations. The first architecture targets 27 stages of 
32-bit one and two dimensional DCT. This 
implementation uses 41 logic elements. It is placed on 
a 5x9 array and the type and number of each element 
are shown in figure 9. 

The other architecture targets the last loop branch in 
the Algebraic Codebook Search. It is implemented 

using 43 logic elements. A placement on a 5x9 array is 
generated from 27 configuration descriptions. Both 
these arrays are tested against the hybrid and the results 
are compared with the previous approach. 
 
5. Experiment and Results 
 

The experiment was run with an initial population 
of 40 and the exit criteria is set so that if the average 
fitness does not improve by 2% over 200 generations, 
the programme would switch to simulated annealing at 
a low temperature. The quality of the placement is 
assessed using bounding box to compare with the GA 
approach. The hybrid is run five times and the best 
result is selected for comparison. Figure 10 gives the 
initial results of the DCT. It compares them with the 
previous GA placements as well as hand placed array. 
The hybrid is able to achieve a marginal improvement 
of 1% in this case comparing with GA in terms of 
bounding box value, and is 18% better than the 
designer’s placed array. 

The same process is also run for the Algebraic 
Codebook Search. Figure 10 compares the initial 
results of the hybrid, the GA and the designer’s placed 
array. A notable improvement of 10.8% is achieved 
with the hybrid when comparing with the GA. It is 
likely that with the search space being a 5x9 array, the 
placement by both approach could have reached close 
to the optimal level. Hence only marginal 
improvements in fitness can be observed. 

 

DCT  Algebraic Codebook Search 

Figure 9. reconfigurable array architecture 
implementing 1-D DCT and 2-D 
DCT. 

Figure 10. comparison of bounding box values 
of DCT and Algebraic Codebook 
Search architectures for hybrid, GA 
and designer’s placed arrays. 
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In order to see the effectiveness of the algorithm 
and to further compare the performance with the GA 
approach, the hybrid is run for placing 5 circuits of the 
MCNC LGSynth93 [11] benchmark. Table 1 shows the 
initial results comparing the hybrid with the genetic 
algorithm after 5 runs. 

The bounding box results show hybrid having a 
significant improvement over GA in all 5 circuits. It 
was marginally better when comparing with VPR [8] 
placed arrays for two of the circuits. The results 
demonstrate the effectiveness of the hybrid when 
placing larger and more complicated arrays. 
 
6. Conclusion 
 

A hybrid genetic algorithm has been presented with 
the aim of generating optimal placement for domain 
specific reconfigurable arrays with library of building 
blocks. The optimising fitness function and the 
operations of the algorithm were described. Five 
genetic operators were proposed and the output of the 
GA was placed with annealing at low temperature. It 
was able to achieve a maximum improvement of 
10.8% for the reconfigurable architectures targeting 
DCT and motion estimation over the previous genetic 
algorithm approach. The effectiveness of the hybrid 
was further demonstrated when it generated optimal 
placements for benchmark circuits available in the 
literature. 
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